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The Biographical Dilemma: an Arrow-style
Impossibility Theorem concerning the Problem
of the True Self
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Abstract: Ever since ancient times, “Know yourself” has been widely accepted as one
of the first commandments of wisdom. It is not at all obvious, however, how one is
supposed to go about answering the question “Who am I?” Psychology attests people
tend to recognize their values as the core of who they are [20]. Although this may well
be the case, it is a simple fact of experience that people’s values may change throughout
their lives. If so, then knowing oneself would be mostly a matter of specifying which
values are (in some sense) truly one’s own. Of course, the specification of such values
should be somehow responsive to the values a person actually upholds throughout life,
if they are to be indeed a person’s own.

Following the Arrovian tradition of social choice theory [1], we take values to be
preferences over states of affairs, and thus the question of the true self so formulated to
be a problem of preferences aggregation. By means of this formal approach it is shown
that, given some fairly mild and intuitively plausible conditions a procedure for answer-
ing the question of one’s true values should satisfy, there is no universally applicable
procedure for obtaining that answer. Put simply, we are led to the conclusion that there
may be people for whom the question “Who am 1?” has no answer at all.

Alternatively, this result may be interpreted as entailing that some people cannot
be reasonably taken to maintain a single true self throughout life. In the light of this
interpretation, some of the wider consequences of the result to the problems of personal
identity are then briefly considered.

Keywords: true self  preferences aggregation @ impossibility theorem o social choice
theory

1. Introduction

In a rather famous episode from the Odyssey, the hero Odysseus, acting upon
the advice of the enchantress Circe, commands his crew to tie him to the mast of
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his ship so that he may safely hear the sirens’ song. The precaution was needed
because, it was claimed, those who were to hear the call of the sirens would feel
a strong desire to join them, thus throwing themselves into the sea and onto
their deaths — a prospect that obviously didn’t fit very well with Odysseus’s
plans to return to Ithaca.

It is not unusual, however, that a man’s desires and plans change through-
out life, even the most significant ones. Indeed, not long before this very epi-
sode, Odysseus himself had to be reminded by his companions of his goal and
destination, as he seemed to have grown accustomed to his life with Circe in
the year or so they spent on her island.

One is therefore left to wonder how is it, exactly, that Odysseus and his
fellows knew that neither enjoying his time in the company of the sorceress,
nor satisfying the uncontrollable urge he would later feel when hearing the
song of the legendary monsters, were what he truly wanted.

As arguably no episode from the classical epic poem better exemplifies than
the one of his captivity by the nymph Calypso, much of Odysseus heroism is
due to his extraordinary ability to keep a hold of himself not only in the face
of grave danger, but even when presented with something as tempting as the
offer of immortality by the side of a loving goddess of eternal beauty. In this
as in every other occasion, it turns out that Odysseus would much rather fulfill
his purpose of returning home to his wife and people than accepting any other
fate.

Now, it should come as no surprise to anyone if we were to say that all
of us are bound to sooner or later face challenges of the same sort of the ones
faced by Odysseus. Despite not being Homeric heroes ourselves, most of the
time we are pretty able to avoid acting upon wishes we can be certain to later
regret, and even to do so without having to resort to ropes in order to prevent
mistakes of the kind (although, it should be added, we also don’t really need to
be seduced by goddesses to commit them either). It may well be that, in the face
of those challenges, very few of us are capable of remaining so sure of who we
are as Odysseus is depicted as having done. In any case we, or at least most of
us, do seem to manage to get by with some grip on our own selves. So, whatever
inferential process Odysseus happened to perform in order to find out that, no
matter how compelling those other options might have seemed then and there,
going home was to be preferred to anything else, it must be one we, too, are
able to successfully perform. But what process is this, and how does it operate?
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Is it even inferential in nature? — In sum: how does one comes to know oneself,
to know who one truly is, — one’s true or authentic self?

It must be granted that the notion that each of us has a more persistent self
above and beyond our — let us put it like this — ephemeral or transient selves
is not a very “scientific” one; it is, nevertheless, quite widespread, at least in-
sofar as folk psychology is concerned. Indeed, recent findings in experimental
psychology [21] suggest it is not only a seemingly universal notion, but also a
robust one, in the sense that, unlike the notion of the self, it is actor-observer in-
variant and cross-culturally stable. Moreover, it is experimentally well attested
[9], [20] that we tend to think that our values play the major role in the con-
stitution of our true selves, and thus of our personal identities more broadly
conceived. Predictably, then, given this fact, the distinction between transient
self and true one plays an important role in folk morality as well.

One might then rightfully ask why is the concept of true self not a scientific
one. There are two fairly good reasons for this [21]. One is that, albeit being
actor-observer invariant (meaning people display no bias in their assessment
of other people’s true selves relative to their own) and cross-culturally stable
(meaning people conceive of the true self in much the same way despite belong-
ing to vastly different cultures), it is not observer independent: individuals tend
to assess true selves mostly according to their own values. The other is that
this assessment is evidence insensitive: people will often ascribe to true selves
mostly positive moral qualities, even in the overwhelming presence of signs to
the contrary.

The question we therefore set ourselves to answer is this: can the notion
of the true self be improved so as to be made into a sound concept? Alterna-
tively, and more precisely, the question can be posited thus: is there a reasonable
universal, observer independent and evidence sensitive procedure for assessing a
person’s true self, — one yielding something that could plausibly be seem as a
rational reconstruction of the folk notion?

By saying the output of such a procedure should be a rational reconstruc-
tion of the folk notion, we mean that the it should be something of the same
nature of what people commonly understand as constituting a true self. As we
have pointed out, the true self is commonly understood as being prominently
moral in nature, with a person’s values constituting its core. It thus follows
that such a procedure should be able at least to pinpoint what a person’s “true
values” are.
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As our recalling of Odysseus’s tale suggests, however, a person’s values
aren’t necessarily constant throughout life. One is perhaps even led to hypoth-
esize that this fact is precisely what grounds a need for the folk distinction
between (what we’ve called) the transient selves and the persistent one to be-
gin with, as it would be hard for people to maintain long-term relationships
with others if they could not discount as accidental, in some sense, failures to
remain true to their purported motivating values [20]. In any event, by say-
ing the procedure should be evidence sensitive, we mean it should at least take
into account, in assessing their true selves, the values people actually display
throughout life.

Saying the procedure should be observer independent means it should be
both unique and univocal, in the sense that there is exactly one acceptable pro-
cedure and that, at least when all the relevant evidence is available, that same
procedure should ascribe exactly one true self to each person. In other words,
there should be no room for someone to pick according to their own values
between distinct but seemingly equally acceptable procedures or possible as-
criptions.

Finally, saying it should be universal means that the procedure, if correctly
implemented given all the relevant evidence, should ascribe a true self to who-
ever the person whose true self is being assessed may be, — as it is naturally to
be assumed that everybody has a true self.

We shall tackle this question in a formal manner, by making use of the
mathematical techniques of social choice theory [1], [6], [19]. In sections 2 and
3 we provide an overview of the relevant techniques, so that the reader may
get briefly acquainted with them and develop a grasp on how they may be
suitably adapted from their original subject to our aim. In section 4 we present
our formal model of the true self, and then prove some results.

The puzzling conclusion of this investigation, as discussed in section 5, is
this. Under one possible interpretation, our main result would be a proof that
not only the folk notion of the true self is untenable as a rigorous concept, but
in fact no rigorous concept of true self can exist; or, at least, that the assumption
that everybody has a true self is mistaken, as there would be people about whom
no reasonable procedure of assessment of their true selves could provide us
with an answer. Alternatively, one may interpret the result as meaning that a
reasonable concept of true self must be compatible with the possibility that the
true self of a person varies throughout life; but this would arguably beat the
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purpose of positing the existence of persistent selves in the first place.

2. Aggregation theory

In order to fully grasp how the techniques of social choice theory can be applied
to the problem of the true self, it is perhaps best to first take a step back and
consider the more general outlook of aggregation theory [17], of which social
choice theory itself is just a particular application (albeit arguably the most
prominent one).

Aggregation theory is the theory of aggregation procedures broadly con-
ceived. An aggregation procedure is any procedure which can be reasonably
modeled by a function taking as input a list of objects of a certain type to yield
as output an object of the same type, — one which is assumed to be, in some
sense, representative of the list in question.

Formally, let I be a non-empty set of indexes, and O a non-empty set of
objects, all of the same type. By a list (or, as it is more usually called in social
choice theory, a profile) it is meant a total function p from I to O, that is, a
function assigning an object to each and every index. Let O! denote the set
of all such functions. An aggregation function is a (possibly partial) function A
from O’ to O.

For the sake of simplicity, in what follows, whenever [ is finite and |I| = n,
we shall identify I with n itself, and so write the entries of a profile p indexed
by I as pg, ..., Pn-1, where pr = p(k) for each k < n. We shall restrict our
attention exclusively to cases in which [ is finite.

Examples of aggregation procedures abound, and it will prove useful to
discuss a select few of them.

For instance, let / such that |I| = n be the set of many measurements to be
taken of a certain physical quantity during an experiment, and O = R the set
of all possible outcomes of such measurements. Then the arithmetic mean u of
the outcomes, defined by

_Pot it Paa

is an aggregation function.
For an example of a different aggregation function of the same type, given
aprofile p, let 7, be any permutation of I such that 7, (i) < 7, (j) iff p; < p;,
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for all 7, j. (That is: 7, is the result of rearranging p so that the measurement
outcomes are now in increasing order.) Then the median M of the outcomes,
defined (for n odd) by

M(p) = pnp(”T’l+1)’

which yields the value lying exactly in the middle of the string of numbers that
is the suitably rearranged profile, is also an aggregation function.

For aggregation functions of a different type, let I be the set of individ-
uals in a society, and let O C [ be the set of candidates running in a elec-
tion. Many voting procedures can then be modeled by aggregation functions.
For a concrete example, consider majority rule, defined by w(p) = x such that
{i : p(i) =x}| = {i : p(i) = y}| for all y (if such an x exists). That is: according
to majority rule, w(p), the winner of the election under the voting profile p,
is the candidate who receives more votes than each and every other candidate
under p, if any does.

Now for a final example, let /, O be as before and consider the constant func-
tion c. That is: there is an x such that ¢(p) = x for whatever p. Degenerate as it
may seem, such “voting” procedure, which appoints one and the same person
as “winner” of the “election” irrespective of the will of the people, makes per-
fect sense from a technical point of view. Indeed, monarchic rule can naturally
be conceived as being a voting procedure of this kind.

It should be noted that, despite being not all of the same type, some of these
aggregation functions share properties among themselves.

For instance, all A among u, M and w (but not ¢) have the property that,
if p; = p; = x for all i, j (that is: if exactly the same value x is the outcome
of every measurement, or if all individuals vote for the very same candidate x),
then A(p) = x, — so that the only x to occur in the profile will necessarily be
the outcome of the aggregation procedure. Similarly, both M (at least for n odd)
and w, but neither u nor ¢, have the property that, if A(p) = x, then x = p; for
some i: that is, the result of the aggregation procedure must be an object which
actually occurs in the profile.

As stated in the beginning, the result of an aggregation procedure is sup-
posed to be representative of the list of objects it aggregates. Different aggrega-
tion procedures may thus be seem as implementing different concepts of rep-
resentation. Alternatively, and perhaps more fruitfully for some purposes, as
our chosen examples suggest, aggregation theory may be seem as a general-
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ization of the statistical concept of average to domains of application in which
numerical measures are not adequate.

No matter the interpretation of the subject one prefers, considering the
properties of aggregation procedures allows us to appreciate what distinguishes
those concepts of representation (or of average) from each other. In this sense,
notice that what makes monarchic rule so poignantly “undemocratic” is, among
other things, the facts that, in sharp contrast to majority rule, it disregards the
will of the people even when that will is unanimous, as the individual appointed
for office through such a procedure may end up being one that not a single
person in the society (not even the monarch) thinks should be the ruler.

Aggregation theory clarifies purported concepts of representation mainly
by characterizing them in terms of the properties of their respective aggrega-
tion functions. Central to aggregation theory is, therefore, the study of the log-
ical relations between such properties. This study often leads to impossibility
theorems, — mathematical arguments to the effect that there can be no aggre-
gation function with all of a certain set of properties. First and foremost among
these arguments is, of course, Arrow’s justly renowned impossibility theorem.

3. Social choice theory

Historically, what would later be Arrovian social choice theory arguably begins
from the following observation, essentially due to Condorcet, cf. [6], about the
limitations of majority rule as a purportedly democratic electoral procedure.
Let I be a population of one hundred voters, and let a, b, ¢ be the candidates
running in the election. Suppose 40 individuals vote for a, 35 for b and 25 for
c¢. Then, according to majority rule, a is the winner of the election. Suppose
however that, if @ were to run solely against b, then all of ¢’s voters would vote
for b. Then b would receive a total of 60 votes, thus being the winner instead of
a.In a sense, this is to say that a is not the “real” winner (or Condorcet winner
[6]) of our hypothetical election, as a doesn’t actually have the favor of the
majority of voters.

Of course, this problem can be reiterated for the second (and, indeed, any)
place in the election. For suppose now that all of ¢’s voters would vote for a
instead if ¢ left the race and vice-versa, and that all of b’s votes would go for
a if b left. Then a indeed would have the actual majority against both b and c,
but ¢ would also have the majority against b.
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The point made by examples such as these is that majority rule is inad-
equate as a fully democratic electoral procedure, because it ignores relevant
information about the preferences of the individuals regarding the candidates.

By preferences what is here meant is any ranking of options in terms of bet-
ter and worse, perhaps admitting ties. Formally, let X be our given set of options.
We model an individual’s (or group of individuals, for that matter) preferences
by a binary relation x C X X X, to which we refer as a preference relation. x x y
means x is at least as good as y. Given a preference relation %, we write ~ for
its symmetric or indifference part — that is, the relation defined by x ~ y iff
x x yandy X x —, and > for its asymmetric or strict preference part — which
is defined by x > y iff x = y but not y x x. Thus, x ~ y means x is as good as y,
and x > y that x is better than y. We refer to a pair x, y of options as an issue,
and to the four possible preference configurations regarding an issue — strict
preference for one option, strict preference for the other, indifference between
them and indecision (when neither x x y nor y x x) — as a stance or position
on the issue.

Individuals’ preference relations are commonly assumed to be fully ratio-
nal in the sense of being connected quasi-orders (or simply orderings, as they are
usually called in the social choice literature [2], [19]). A relation % is a quasi-
order if it is reflexive and transitive. A relation is reflexive if, for all x, y, if x = y,
then x % y, and it is transitive if, for all x, y,z,if x = yand y = z, then x x z.
A relation is connected if, for all x, y, if x # y, then either x = yory z x. A
relation that is both reflexive and connected — that is, such that either x % y
ory x x, for all x, y — is said to be complete. The assumption that certain pref-
erence relations ought to be quasi-orders is tantamount to the the notion that
the preferences represented by them indeed behave as rankings in the natural
sense, while completeness means that the individual or group upholding those
preferences has a decided position on every issue (that is: indecision never oc-
curs).

This, it should be said, is a methodological rather than an anthropological
assumption. Because in social choice theory we are for the most part interested
in testing the limits of social rationality, assuming that at least the individuals
in the society are themselves rational is necessary in order to isolate the causes
of failures of rationality of other types.

Because more general questions on the adequate representation of values
will have little bearing on our argument regarding the true self, for the sake
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of technical simplicity we shall restrict our attention to values represented as
orderings. In what follows, O(X) will stand for the set of all orderings on X.

In order to avoid confusion, it may be convenient to observe at this point
that the word “preferences” is used in social choice theory in a technical sense,
as a catch-all term for rankings of relative goodness. This use is noticeably wider
than its natural one in English. In the sense it is here used, moral values too
count as preferences — given that they arguably take the form of some possible
states of the world being deemed (morally) better than others —, while in nat-
ural language “preferences” would for the most part be restricted to rankings
of relative goodness of morally indifferent options. In point of fact, because we
are also not necessarily restricting our attention to moral goodness either, the
word “good” itself should be here understood in the vague sense of adequacy to
some given standard (with the relevant standard usually depending, of course,
on the intended application of the theory).

Going back to the main point, the examples discussed above suggest major-
ity rule could be improved by moving towards preferential voting. In this setting,
the winner of an election would be that candidate which is at least as good (and
possibly better) than all candidates according to the social preferences.

Formally, given I, X a set of individuals and a set of options, preferential
voting would be suitably modeled by an aggregation function A from O(X)’
to O(X). A function of this sort is traditionally called in the literature a so-
cial welfare function [19]. That moniker would sound totally misleading in our
intended context, however, so we refer instead to such an A as a preferences
aggregation function (or PAF, for short). Anyway, given a PAF A, an individual
i and a preference relations profile p, we write k[’.’ for p; and =P for A(p), as
this notation will prove to be more conspicuous in what follows.

Now, the obvious analogue of majority rule in this setting is pairwise ma-
jority rule, which is defined by

X Y| x el yH S iy £ x.

Although pairwise majority is certainly an improvement on majority rule,
as it takes into account the whole of the relevant information about the wills
of the individuals, it also has some undeniable shortcomings. In particular, it
cannot assure the social preference to be an ordering, as is made evident by the
so-called Condorcet’s paradox, cf. [6]. Let I = X = {a, b, c}, and consider the
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profile of orderings p such thata »§ b >} ¢,b >, ¢ >; aandc >? a »{ b.
As can easily be checked, under this profile a has the majority against b — so
that a >~? b according to pairwise majority rule —, b against c — so thatb ~? ¢
—, and ¢ against a — so that ¢ >? a. Not only are these social preferences not
even a quasi-order, but there is no Condorcet winner either.

Despite these shortcoming, pairwise majority has many properties which
are indisputably desirable to find in a properly democratic preferential voting
procedure. For one, it has the so-called weak Pareto property (WP, for short):
if x >f’ y, then x >P y, — which is to say unanimous strict preferences are
socially respected. More importantly, it has the properties known in the liter-
ature as neutrality and anonymity, which roughly mean, respectively, that all
options are treated the same by the procedure, and that every vote counts the
same (so that it doesn’t matter whose vote it is, — hence the name). Finally,
pairwise majority is positive responsive, which means, roughly, that if two op-
tions are at least tied (that is, if the society as a whole is at least indifferent on
the issue), then any voter who were to alone change the vote in favor of one
of the options would break the eventual tie in its favor (or, put more simply:
no one in particular holds exclusively the power of the swing vote). In fact, as
proven by May [13], pairwise majority rule is fully characterized by these last
three properties, in the sense that it’s formal model is the only PAF having all
of them. (Technically speaking, May takes pairwise majority to be a function
from the set of all possible profiles of orderings on X to the set of all possible
reflexive and connected binary relations on X, so that it is a function defined
for all inputs — although, of course, not one yielding orderings for all inputs.
But we may ignore these details for the purposes of this presentation.)

Because pairwise majority rule is subjected to the Condorcet paradox, but
it is also characterized by these three properties, we know we can’t have a pref-
erences aggregation procedure with all of the desirable democratic properties
which also happens to yield an ordering as output for every possible input. If
we want universal definiteness, something must give.

Arrow’s seminal work [1] may thus be seem as an answer to the question:
is there a preferences aggregation procedure which is both universally defined,
in the sense that it yields orderings as social preferences for every possible pref-
erences profile, and which also manages to preserve the democratic qualities of
pairwise majority to at least some reasonable degree?

More precisely, Arrow postulates such a procedure, as modeled by a PAF
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A, should have the following properties.

First of all, it should have an unrestricted domain (UD), meaning A(p) is
defined (that is, p € dom(A), — hence the name) for all p € O(X).

The second property it should have is WP, which is hardly objectionable
in this context.

Third, Arrow requires the hypothetical procedure to have a property known
as independence of irrelevant alternatives (IIA), which is logically weaker than
neutrality and means the social preference on an issue x, y for profile p depends
exclusively on how the individuals rank these options relative to each other in
p, — which is to say: the social preference yielded by the procedure is invariant,
regarding the issue, under substitutions of p by profiles in which the ranking of
x, y relative to each other is exactly as it is in p; in short, the function is pairwise
defined, in the sense of being defined issue by issue, with no reference to other
options. (Formally, for the sake of being thorough: for any two profiles p, p’, if
both x bf) yiffx kf, yandy tf’ xiffy kf, x,foralli, thenbothx =7 yiffx =V’
yandy 2P xiff y =" x.) IIA may be seem as a strictly procedural requirement,
in the sense that it makes the application of the aggregation procedure to the
resolution of any issue non-contextual, therefore informationally manageable.

Fourth, and finally, he requires the procedure to be non-dictatorial, meaning
there should be no i such that, for all p, if i strictly prefers x to y, then that
is the social stance on the issue. That is: there should be no individual such
that, no matter the preferences of the other individuals, that individual’s strict
preferences always socially prevail. This last property is a logical weakening of
anonymity (for a society with at least two individuals, that is), and one must
concede that, if there ever was a fairly mild condition a democratic electoral
procedure should be required to satisty, it is this one.

Of course, rigorously speaking there is no real preferences aggregation
problem if society consists of a single individual. Similarly, if there are only two
options available, then any preferences aggregation procedure has the property
ITA and is, moreover, bound to yield an ordering if anything at all, given that,
in particular, there can be no counterexample to transitivity with only two op-
tions. Indeed, under these conditions pairwise majority itself already is a PAF
satisfying all of the Arrovian requirements, UD included. For |/| > 2 finite and
|X| > 3, however, there can be no such PAF: the requirements are logically
inconsistent.

This, in a nutshell, is Arrow’s impossibility theorem. Puzzling as it may
be on its own, here it is to serve the purpose of presenting the techniques of
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social choice theory and briefly illustrating how investigations in the field are
typically conduced.

4. Aggregation and the self

After this overview of aggregation and social choice theories, we are finally in
position to present our intended formal model of the self. As a matter of fact,
we shall propose a model which is for all intents and purposes neutral between
two types of accounts of the self, — neutral, that is, at least in the sense that
the model seems equally suited for both types of accounts. Both conceive of
the self as being in some sense constituted of parts; they differ, however, on the
purported nature of those parts.

One type of account conceives of the self as constituted of temporal parts,
the other as constituted of functionally distinct ones. Functional type accounts
of the self have a long history in philosophy, going at least as far back as Plato’s
tripartite account of the soul in the Republic [15], with Freud’s account of the
ego as the outcome of the tensions between id and superego [5] being its most
prominent modern example; while many, if not most, contemporary accounts
of personhood and personal identity can reasonably be seem as varied examples
of the temporal type account, cf. [12]. Of course, those two types of accounts are
by no means mutually exclusive, and can perhaps even be seem as complemen-
tary, as it is plausible both that the functional parts of the self themselves have
temporal parts, and that, conversely, the self has temporal parts because the
outcome of the tensions between its functional parts vary from time to time.
(Nevertheless it does seem to us, at least insofar as the extant literature is to
count as evidence of anything, that those two types are exhaustive of the pos-
sible mereological theories of the self. But we don’t want to press on this point
too much, as this would lead as astray from the argument we wish to make here.
We take this ontological stance, so to speak, mostly for the sake of concrete-
ness, as we must confess that we are not particularly committed to a mereology
about the self. Perhaps one can conceive of even more suitable stances compat-
ible with our formal model, but, for the purpose of providing the reader with
insights which may aid in driving our actual point home, mereology seems to
us simple and good enough.)

The basic idea of the model is that it will represent the self of a person as a
preferences profile, with the preference relations in the profile corresponding to
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the values of each temporal part, or of the self at that moment in time (or, under
the alternative interpretation, to the respective drives of the many functional
parts of the self). So modeled, the indexes of the profile will refer somehow
to the parts. (In the case of the temporal type account, one may also think of
them as a temporal axis, that is, the sequence of the moments in time at which
each part exists). The options should therefore be taken as whatever is relevant
from an ethical or psychological point of view for it to be so that the preference
relations adequately represent values (or drives). For the sake of definiteness,
we shall usually take options to be states of affairs (“possible worlds”), as one
can almost always (albeit sometimes in an awfully roundabout way) redescribe
any choice between two mutually exclusive options as a choice between two
states of affairs in which exclusively one or the other of the options is realized,
cf. [8].

Of course, the point of so modeling the self is not to merely put forth for
its own sake a nice representation of the concept, but instead to employ it in
tackling the question of the true or authentic self, and more precisely to do
so by treating that question as a problem of preferences aggregation. In other
words, it is to say that our main ontological hypothesis here is that the true
self is an aggregate or average of transient selves. In this regard, although the
model would in principle be suited for both types of accounts of the self, it
is only in the context of the temporal type account that it seems to us that a
PAF may reasonably be taken to be the representation of an inferential process.
Therefore, in order to avoid confusion, we will stick exclusively with that type
of account from now on, leaving the formal treatment of the self in the context
of the other type of account for a different occasion.

So here is the problem we would like to address, put as clearly and objec-
tively as possible. Suppose you (or perhaps a biographer), aware of what the
psychological literature teaches us about the folk notion of the true self, were
to try to answer the question of who you truly are in terms of your values; and
suppose this biographer, be that person you or someone else, were perfectly
informed for this task, in the sense of having no less (but also no more) than
complete knowledge of all the morally relevant preferences you held through-
out your life, and also knowledge of at which time each of them was held. —
How would such a biographer go on to answer that question, given the infor-
mation available? And could that person fulfill the task, no matter what that
information might be?
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We are here essentially asking about the existence of a procedure which
can point out what are a person’s true or most prominent preferences and val-
ues, given the fact (and also despite the fact) that those preferences and values
may vary throughout life, — just as Homer is able to depict Odysseus as being
concerned above all else with returning home, even though he certainly didn’t
seem so in all occasions. By all means, then, it must be a procedure which takes
into account some of the available information as properly representative of
who a person is, while also turning a blind eye to some of it. In other words, it
is to say that we should offer a precise description of how the procedure is to
respond to the information. Moreover, the procedure should be universal, in the
sense that we also want our hypothetical, ideal biographer to be able to provide
us with an answer to the question of the authentic self regarding any person
whosoever.

Clearly, the desired procedure must be a preferences aggregation one. To
be sure, one might even be tempted to take seriously here the analogy with
voting procedures, and thus conceive of the preferences of each transient self
as votes on who the person as a whole should be regarding each issue. In any
event, notice that this realization falls squarely within our original request for
a univocal procedure that can be seem as a rational reconstruction of the folk
psychology assessment of the true self, — one taking values as at least part of
the input and equally yielding values as part of the output. Moreover, if this
model is indeed adequate as desired, then the other requirements on such a
procedure should boil down to properties that the corresponding PAF ought to
have.

We list bellow what are the most obvious and hardly contentious such
properties. All of them, perhaps with the exception of WA, are known from
the literature, cf. [2], [19], and two are already known from the previous sec-
tion; but we collect them here and showcase them again anyway, if only for the
sake of ease of reference.

Let I be a non-empty set of of time instants, let X be a non-empty set of
states of affairs, and let A be a PAF for /, X. Consider the following properties
A may have.

Unrestricted domain (UD) If p € O(X)’, then p € dom(A)

Weak Pareto (WP) If x >f’ y for all i, then x >? y
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Pareto indifference (PI) If x ~f y for all i, then x ~P y

Weak actuality (WA) If x 7 y, then there is an i such that x > y

In the present context, UD corresponds neatly to the requirement that the
aggregation procedure be universal, in the sense of yielding an answer for
whatever preferences pattern the person about which one is asking the question
of who they truly are may have exhibited throughout life (which is tantamount
to saying: for whosoever that person may have been). The other properties
pertain to the matter of the procedure being properly responsive to the values
actually held by a person. WP mean that, if the person has constantly held a
certain strict preference, then that preference should be ascribed to that per-
son’s true self, while PI means the analogous of WP for indifference. WA means
that a strict preference should only be ascribed to the true self of a person if it
has ever been actually exhibited by that person. (Notice that an analogous of
WA for indifference isn’t a very plausible requirement, as it is arguable that,
at least in some cases, we should regard a person as indifferent between two
options even if that person has only ever actually held strict preferences, — for
example, in the case of that person’s position routinely oscillating from one
option to the other, without ever settling on the issue.)

As previously stated, we regard these requirements as fairly natural, — per-
haps even somewhat trivial, given that WP and PI, in particular, relate only to
uniformity in preferences and not to variation. Be that as it may, and taking the
risk of erring on the side of caution, we now show our intuitions on the matter
are sound, — meaning we prove that those properties can indeed jointly occur.
In order to do so, let us introduce two concepts and then present a well known
lemma on orderings which will be instrumental for the proof.

Let x be a binary relation on X. A compatible extension of = [2] is any
%’ 2 z on X such that >’ 2 . That is, a compatible extension of a relation
is an extension of it which preserves its strict part. Interpreted as a preference
relation, a compatible extension is a perhaps more informed preference relation,
— one which possibly “fills the gaps” of indecision, so to speak, of the original
preferences, but does so without changing any previously formed preference;
in particular, it does not change any strict preference to an indifference.

The other concept we shall need is this. Let /, X both non-empty and a
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peO(X) be given. The Pareto relation for p [19] is the relation defined by
x PP yiffx kf) y for all i.

It is easy to check that PP so defined is a quasi-order (but not necessarily
a connected one) for whatever p. We denote the asymmetric part of PP by P”.

As for the technical lemma on orderings we shall need, it is the classical
one by Szpilrajn [23]. (It should be noted that, in its full generality, the proof of
this lemma requires the axiom of choice.)

Lemma 1 (Szpilrajn’s extension lemma - Szpilrajn 1930). A quasi-order
has a compatible ordering extension (that is, a compatible extension which is an
ordering).

Now for the promised proof that those four properties are jointly consis-
tent. The idea here is straightforward: for each possible preferences profile, pick
one of the compatible ordering extensions of the corresponding Pareto relation,
and by doing so you will construct a PAF with the desired properties.

Theorem 1 (Possibility theorem). There are PAFs with properties UD, WP, PI
and WA, for any number of time instants and options.

Proof. Let I a non-empty set of time instants and X a non-empty set of states
of affair be any. For each possible preferences profile p, choose a compatible
ordering extension of PP. By Szpilrajn’s extension lemma, there is at least one
such ordering. Now, for each p, set ¥ to be the chosen ordering. The PAF A
so construed has property UD by design. For WP, let p, x, y be any and sup-
pose x >l‘.n y for all 7, so that x PP y. Then, because x? is by construction a
compatible extension of P?, it follows that x >? y. Therefore, A has property
SP. The reasoning for PI is similar. As for WA, suppose x >? y, and suppose
for a contradiction that for no i does x >tp y. Then, because p is a preferences
profile, with bf being reflexive and connected for all 7, it follows y klp x for all
i, and thus, because z” is an extension of P, that y =” x, — which contradicts
the assumption that x > y. Therefore, A has property WA. ]

In fact something stronger has been proven, since, as can easily be checked,
any PAF construed as indicated in the proof of the theorem will have another
property, known from the literature as the strong Pareto property [19].
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Strong Pareto (SP) If x &/ y for alli and x >/ y for some i, then x >7 y

That is, as interpreted in the context of our analysis of the self: if a per-
son has always judged an option at least as good as another, sometimes even
judging it strictly better, then that person’s true position on the issue is for that
option.

As its name suggests, SP implies WP. Moreover, it can easily be proven
(and so we omit the proof altogether) that a PAF has properties SP and PIiff, for
every preferences profile in its domain, the corresponding aggregate preference
relation is a compatible ordering extension of the Pareto relation for that profile.
This neatly summarizes how these concepts relate to each other.

Property SP certainly has something to commend itself in the context of
the self, as it goes a step towards specifying how the procedure is to respond
to some variation of preferences; but we will postpone the detailed discussion
of the matter for a while. For now, we leave the reader with an example and a
question, suggesting that it is at least plausible.

Suppose you, being called upon for the job of “Homeric biographer” your-
self, were to be informed that Odysseus had sometimes been indifferent be-
tween going home and staying with Circe, and that at other times he preferred
to go home instead; in any case, you are also informed that he never happened
to prefer staying with Circe to going home. What preference would you regard
as being the most representative of Odysseus true stance on the issue?

Requiring the aggregate preferences to be a compatible extension of the
Pareto relation, however reasonable it may or may not be, is in any event plainly
insufficient, as we still fall a little (indeed, a lot) short of our initial requirement,
which translates the notion of a procedure being observer independent, that
there should be only one acceptable procedure for assessing any person’s au-
thentic self. As the theorem itself reveal, by allowing the choice of compatible
ordering extensions involved in its proof to be entirely arbitrary — notice in
particular that, if the Pareto relation for a profile is empty, then any ordering
will do! —, in general there will be many PAFs with properties UD, WP (indeed,
SP), PI and WA that would do the job.

Of course, this hits far from our mark, as we want to leave no room for our
Homeric biographer to make arbitrary choices about the ascription of a true
self. For the sake of concreteness, we may even conceive of the ideal biographer
as completely indifferent between any two possible ascriptions, — and so much
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so that, in fact, much like Buridan’s famous ass, he or she is simply incapable
of picking an ascription unless there already is only one available. Hence, we
better come up with a more stringent criterion to aid the biographer in that
task.

We propose to cash in for that on the notion that the desired procedure
should be evidence sensitive, by adopting this natural strengthening of prop-
erty WA.

Strong actuality (SA) > C -7 for some i

That is, we now require the strict part of the true self’s preferences to be
displayed by the person at some moment in his or her life. Insofar as the Home-
ric biographer is concerned, this is more or less tantamount to instructing him,
or her, to look for the “core” values of someone only among those of the selves
the person has ever actually been.

In the usual setting of social choice, property SA (which, as far as we could
find, is here introduced for the first time on paper) is perhaps best understood
in contrast to the concept of dictatorship. The existence of an Arrovian dictator
in a society means that the strict part of the preferences of the dictator are to
be ascribed to the society as a whole, whatever they may happen to be. Under a
moral interpretation of dictatorship, this means that the values of the dictator
always impose themselves as socially prevalent values. On its turn, property
SA means that the socially prevalent values must be ones that at least one in-
dividual in the society actually upholds (but not necessarily the same individ-
ual for every preferences profile). In the social context, therefore, property SA
amounts to the requirement that the socially prevalent values, whatever they
may be, always be adhered by someone.

Interesting as the question of the significance of property SA in the social
context may be, we shall have to leave it for another occasion. In the guise of
a justification for adopting SA as a requirement in the present setting, for now
we merely claim that it seems to us not counter to intuition that a person’s
authentic self, if this is to be any manner of concrete notion, should be some-
body they have been at least sometimes, in the sense that an individual must at
least once have actually upheld his or her purported true values, even if only
momentarily (by which we mean: as a transient self).

The proof of the next theorem, which shows this property to be consistent
with the other three minimal properties UD, WP and P, is even more direct
than that of the previous one. The idea is to simply choose an instant in time
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and then appoint the corresponding transient self a “dictator”, — or, to put it
more formally: set the preferences of the true self to be the same as those of
that transient self, whatever they happen to be.

Theorem 2 (Possibility theorem). There are PAFs with properties UD, WP, PI
and SA, for any number of time instants and options.

Proof. Let I, X be as before; let a d (the “dictator”) be given, and let A be defined
by =P = kZ, for all p. It is cleat that this PAF has all of the above properties
by design. By the way, it also happens to have property IIA, since it is pairwise
defined. (Indeed, notice that it can be equivalently defined by x % yiffx kg y.)
]

Again, by itself this property is incapable of fixing a procedure such as the
one we seek, given that we are left with another completely arbitrary choice,
the choice of “dictator self”. (Incidentally, this explains why we should be wary
of adopting IIA as well in this context. It follows from Arrow’s theorem that the
only biographical procedure satisfying all those requirements together with IIA
is a dictatorial one, that is, one which points to a moment in time and claims
that, whatever a person’s strict preferences might be at that moment, those
should prevail as the person’s true ones. Clearly, a biographical procedure of
this sort would be very hard to justify.)

Naturally, then, one is lead to wonder if we could maybe somehow jointly
perform the constructions of both possibility theorems in order to generate
some thinner class of aggregation procedures. Formally, this is the same as ask-
ing if UD, SP, PI and SA are jointly consistent.

As can once more easily be checked, if the profile consists of a single tran-
sient self, then appointing that one as the person’s true self satisfies all the
requirements. (This, needless to say, is as it should be, for, if a person’s pref-
erences don’t ever vary throughout life, then ascribing those preferences to
the person’s true self is intuitively the only reasonable thing to do.) Moreover,
because SA and WA are trivially equivalent if there are only two options, the
construction from the first theorem alone would already satisfy all require-
ments. This last observation also means that joining the constructions would
take us no closer to our goal for situations with only two options. But perhaps it
could for situations with three or more, and so the possibility still seems worth
considering.
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Well, it turns out that is not the case. As our next and last theorem shows,
these requirements together are, just as Arrow’s requirements, logically incon-
sistent: we simply can’t both strengthen WP to SP and WA to SA if the intended
aggregation procedure is to have an unrestricted domain.

In order to prove this result in its full import, we shall make use of an ad-
ditional concept about binary relations, and also of a technical lemma by Suzu-
mura, which is a generalization of the one by Szpilrajn previously presented.
Rigorously speaking, we could do just fine without them; but, since we are pre-
senting social choice theory and its techniques to a reader who we assume is
not necessarily acquainted with the subject, it will be worth spending some ink
on this.

So let T (=) denote the transitive closure of =, which is the relation defined
by

x T(xz) y iff there are xo,...,x, such that xo = x, x, = y and x¢ = X1, ...,
Xp-1 % Xn -

That is: x T(x) y iff there is a sequence of objects, starting with x and ending
with y, each connected to the next by . The transitive closure of a relations is
not always a compatible extension. When it is, the relation is said to be consis-
tent [22], [2].

It is easy to see that the concept of consistency of a relation is a natural
weakening of the concept of transitivity, given that a transitive relation is equal
to its own transitive closure, — from which it follows that its transitive closure
is trivially one of its compatible extensions and, therefore, that the relation itself
is consistent as well. This simple fact is what leads to this neat generalization
of Szpilrajn’s extension lemma, proven by Suzumura [22].

Lemma 2 (Suzumura’s extension lemma — Suzumura 1976). A relation is
consistent iff it has a compatible ordering extension.

And so, getting back on track, we finally arrive at our impossibility theo-
rem.

Theorem 3 (Impossibility theorem). For two or more time instants and three
or more options, there is no PAF with properties UD, SP and SA.

Proof. Let I a set of time instants such that |/| > 2 and X a set of states of
affair such that | X| > 3 be any, and suppose for a contradiction there’s a PAF A
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for I, X with properties UD, SP and SA. Because || > 2, there are at least two
distinct time instants, i, j; and, because | X| > 3, there are at least three pairwise
distinct options, x, y, z. So let p be any preferences profile such that: x >f v,
y ~f X ~§.’ Y,y >;.7 zand, forall k # i, k # J, kz is any such that either
X >1’; v,y ~Z Z, 0r X ~Z v,y >]’; zZorx ~£ v,y ~£ z. That is: at 7, the person
strictly prefers x to y and is indifferent between y and z; at j, the person is
indifferent between x and y and strictly prefer y to z, and, at all other instants,
that person’s preferences either agree with his or her preferences regarding
X,y,z at i, or they agree with his or her preferences regarding those options
at j, or the person is simply indifferent between x and y and between y and z
instead. Because all these relations as so partially specified are consistent, by
Suzumura’s extension lemma at least one such p indeed exists.

Now, because by assumption A has property UD, P must be defined. Be-
cause x >f y and x tf y for all k (j included), by SP it must be that x >7 y;
and, because y >§.’ zandy tf z for all k (i included), again by SP it must also
be that y >P z. By construction, however, there is no k such that both x >£ y
and y >£ z, — which contradicts property SA. Therefore, no such PAF exists. B

We may illustrate the gist of this theorem by means of an example. Con-
sider a somewhat abridged version of the Odyssey in which Odysseus had only
three possible fates: either return home, stay with Circe, or die in the sea. Let us
say that in this version our headstrong hero for the most part preferred return-
ing home to anything else, and judged any destiny other than completing his
journey as wretched and unseemly of a king as dying in the sea would be. Let
us nonetheless add to his tale that, after spending some pleasant months with
Circe, he eventually came around to feel that her dwelling (and specially her
bed) wouldn’t be an altogether undignified last haven for a weary sailor such
as himself after all, and that, as a matter of fact, it wouldn’t be any worse than
Ithaca. In any event, just as in the original telling of the tale, when called upon
by his men he did set sail and went on to look for new adventures, — most days
doing so inflated by his usual resolve, but also every once in a while caught up,
perhaps not without some surprise, by a longing of that joyful year in which
he made camp on the shores of the enchantress’s island.

Because during his whole life our Odysseus strictly preferred going home
to dying in the sea, if we were to follow our purported procedure for ascribing
preferences to the true self of a person, then we would have to ascribe that
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preference to Odysseus’s. Moreover, he always judged returning to Ithaca at
least as good as having a different life with Circe, and often he would judge it
the best of the two; so, again, we would have to ascribe to his true self a strict
preference for the former over the latter. Of course, he also always thought
staying with Circe no worse than dying in the sea, and for some months and
then every once in a while he thought it better still; and, so, his true preference
on the issue would be (quite reasonably, one might ponder) for Circe instead of
death. These observations suffice to uniquely fix an ordering on the available
options; and yet, he never did display this particular pattern of preferences at
any moment in his life. Therefore, it seems, this can’t be an adequate depiction
of his true self, given that such a person would be one he has never actually
been.

For a more prosaic example (or a more prosaic version of the same exam-
ple), consider the case of a man who is so in love with his wife that he can’t even
fathom the possibility of living without her — at least until the day he cheats on
her and finds himself torn between two women, that is. Prosaic as this example
may seem, according to the account of the biographical procedure proposed
above it would be impossible to ascribe an authentic self to such a man.

5. Discussion

Evidently, we have assumed too much in adopting both SP and SA in the pres-
ence of UD. So one of those two properties must go, if we are to keep any hopes
of finding an adequate procedure for assessing true selves. Which one should
we drop? — This is what we may call the biographical dilemma.

First of all, it should be noted that, unlike in Arrow’s impossibility theorem,
the assumption that preferences (both of transient and true selves) are fully
rational rankings of the options — that is, representable by connected quasi-
orders — plays absolutely no role in the proof of our theorem, and therefore
could in principle be relaxed. Although in focusing for the sake of simplicity
exclusively on orderings we did implicitly assume full rationality, our present
problem is not one of rationality, — or, at the very least, not in that more usual
sense from social choice theory. (It is in a related but distinct sense, which we
will discuss soon enough.) Whether authentic selves should be required to be
fully rational in the sense of having orderings for preferences is a whole dif-
ferent question, and one we must leave for another occasion, as addressing it
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would lead us too far away from our current discussion. (We do tend to think
they should, though.)

So let us begin by explaining why properties SP and SA seem desirable
in the first place. The main reason is that they are respectively akin to what
motivates the two distinct concepts of average that are the arithmetic mean and
the median. On the one hand, it is not unreasonable to think that, if x always
seemed to you better than y, and if in any case it never seemed worse, then on
average x seemed to you better than y (even if only marginally so). Therefore,
it is also not unreasonable to think that your real preference is ultimately for x
instead of y. On the other hand, your true self is supposed to be simply no other
than who you truly are, and therefore also someone with whom you should be
able to identify, in the strongest possible sense. It is natural to think, then, that
it also should be someone you actually are — if not most of the time, at least
some of it —, with your other, distinct transient selves being just that: deviations
from the true one.

Although these requirements may look quite reasonable, it turns out that
they represent two tendencies of our natural thinking about averages which, in
this setting at least, irreconcilably pull on opposite directions. As diagnosed by
our impossibility theorem, our intuitions on the matter can’t be entirely sound.
Let us, then, consider the consequences of letting each of them prevail in turn.

If we were to only dismiss SA, then we would have to accept that some
people’s true selves may be just virtual rather than actual. As we have pointed
out in the introduction, the experimental research already suggests that this
essentialist route, cf. [10], is the one taken by folk psychology. It leads to people’s
assessments of true selves being extremely evidence insensitive in some cases,
with people sometimes even finding themselves willing to ascribe what are but
imaginary personal values to others (and probably themselves as well) [21].
Therefore, it seems, believing the notion of true self to be sound while rejecting
SA entails a commitment to an ontology which must admit the existence of
merely possible entities (and, furthermore — if we are to identify with our own
true selves at all —, also a commitment to the notion that actual entities such
as ourselves may in some sense be identical to merely possible ones). For most
contemporary philosophers (ourselves included), this would be a really tough
metaphysical bullet to bite.

Regarding SP, let us initiate by considering two possibilities.

Suppose, first, you used to strictly prefer one of two states of affair — x
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to y, say —, and that you later became indifferent between them. Because you
preferred x to y, so long as you did so, if x were the case you would be willing to
avoid y becoming the case instead (presumably even at some cost, given your
strict preference for x over y), and, if y were the case, then you would be willing
to trade y for x, even if at some cost. Suppose, moreover, you did pay the cost to
have x instead of y. Because you have done so, when you later found yourself
indifferent between the two options, and even though you are now indifferent,
you shouldn’t accept to trade x for y (even if at no cost at all), for then you
would have paid the cost of having x for no overall benefit. (There would be a
“net loss of utility”, as an economist might put it.)

Suppose, now, you used instead to be indifferent between x and y, and that
you later came to strictly prefer x to y. Suppose, moreover, you once had the
opportunity of picking one of the two for no cost at all. So, when you later came
to strictly prefer x to y, if you happened to pick x before, then you would now
have an incentive to keep it in the face of y, even if at some cost; if, however,
you did happen to pick y, then you would now have an incentive to trade it for
X, even at some cost, — thus effectively regretting your previous choice.

The point we want to make by considering these two possibilities is that,
provided you are a rational agent (an “utility maximizer”, economists would
say), acting as if you’ve always strictly preferred x to y would be the best for
you to do if your preferences were to alternate between strictly preferring x
to y and being indifferent between them; and, because this is so, ascribing to
you a strict preference for x over y as your true one would result in preferences
which would be the best predictors of your choice behavior (your “revealed
preferences”, to keep with the economic jargon).

Now consider what this brief reflection would imply for the case of Odys-
seus if we were to reject SP while keeping SA. We would then have to provide
our Homeric biographer with a procedure which, when applied, would have
to ascribe to Odysseus one of these three sets of preferences as being his true
ones:

1. strictly preferring returning home to both staying with Circe and dying

in the sea, and being indifferent between these two;

2. strictly preferring returning home to staying with Circe, and this to dy-

ing in the sea; or

3. being indifferent between returning home and staying with Circe, and

strictly preferring both to dying in the sea.
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The issue here is that, since 2 is ruled out by SA, whichever other possible
preferences we decided to ascribe to Odysseus, that choice would end up being
seemingly arbitrary — and perhaps even plainly wrong —, as we may illustrate
be continuing our example. For let us say that he, upon finally arriving to Ithaca
and reclaiming his house, were to tell Penelope he always ultimately meant to
come back home, as anything else would be to him as good as dying. One must
then concede that she would be well within her rights as a wife to complain
about those months he spent on Circe’s island, when he could have been back
at sea much sooner. Perhaps at the same time, albeit at another shore, Circe
could just as well be wondering why Odysseus had to leave if, supposedly, his
life with her was by no means worse than the one he chose in the end... (In
the prosaic version of the story, if the husband were to claim that he truly only
loved his wife all along, then it would be impossible for him to justify having
cheated in the first place; and, if he were to claim that he loves his other woman
just as much, then there would be no way of explaining to her why he keeps
going back to his wife.)

The upshot here is that SP seems to correctly point out to whom a person
rationally should be, given that it leads to the best account of who they have
been if rational. It just so happens that for, some people at least, that may be
somebody they have never been, — and, consequently, also somebody we would
be hard-pressed to concede is who those people truly are. In the terms of the
literature on authenticity, giving up SP would be a break with any (reasonable)
narrativist [16] account of the true self.

A narrativist would surely object at this point, c¢f. [11], that, in the pre-
vious argument, we have thoroughly ignored relevant information. After all,
Odysseus did go back to Penelope in the end. Isn’t this evidence that he truly
valued his wife and people above all else?; and shouldn’t this central fact of
the narrative of his life, then, be taken into account (with the consequence of
property SP being rejected)?

We don’t deny that, in devising the biographical procedure, we have (delib-
erately) restricted the informational basis, cf. [19], to an extent that a narrativist
about the true self would find inadequate, or maybe disingenuous, even. In or-
der for that objection to have any punch, however, again we would have to
turn a blind eye to the fact that Odysseus also willingly — that is: according to
his then present preferences — spend more time with Circe than he had to. Al-
though we concede that the objection would be entirely fair in other cases (had
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Odysseus actually thrown himself into the sea because of the sirens, then ev-
eryone would agree the fact should be discounted, since he would have done so
compelled by supernatural forces), as far as we can tell there is in the literature
no fully developed account of how we should discriminate between conflicting
pieces of information of that kind. As it stands, the best we have is perhaps the
by now already classical account of the self by Frankfurt [4]; but, insofar as it
appeals to second-order preferences, cf. [3] (also cf. [18]), it risks just reiterating
the very same problem of aggregation at another level, given that there is no
reason to think that second-order preferences can’t change throughout life as
well.

To be sure, there remains an option for salvaging the notion of true self
which could still allow us to reconcile SP with SA, and that is giving up UD.
This, however, would entail accepting that any reasonable aggregation pro-
cedure we might find for ascribing true selves wouldn’t necessarily work for
every person, which in turn would commit us to the possibility of there being
people who simply don’t have true selves.

This is not as dreary a resolution as it might seem at first glance, however.
If anything, it mostly evinces that the preferences patterns exhibited by some
people throughout life may just be too irregular to be suitably represented by a
single preference relation. A psychologist might say their personalities are not
“integrated” enough; therefore, it should come as no surprise that it wouldn’t
be possible to sensibly aggregate them either.

What is dreary about this resolution is that, as the recipe for counterex-
amples which constitutes the proof of our impossibility theorem painstakingly
discloses, the variation in a person’s preferences which makes them too irregu-
lar for aggregation under SP and WA is a rather mild one, given that it doesn’t
involve full-blown preference reversal, cf. [7] — an issue on which we haven’t
even touched here. If, therefore, even in the simplest of cases there is no princi-
pled way of finding out who the true self of a person is, then there is little hope
for more complex preference patterns.

Of course, it is a matter for experimental psychology, not philosophy, to
investigate just how common preference changes of that kind really are, spe-
cially in people’s morally relevant preferences. It may just be the case that pref-
erences of this sort are for the most part and in most people stable enough for
the problem to almost never or maybe never come up in practice. If so, then
one might claim our example of a man somewhat torn between two homes and
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two women to be a pathological one. Perhaps mentally healthy people indeed
would rarely go, as our Odysseus is depicted as having done, from preferences
like 1 to preferences like 3 (or the other way around) without first transitioning
through preferences like 2.

From a technical point of view, this amounts to a claim that we have mis-
takenly admitted a domain that is too wide, and that we should adopt what is
called in social choice theory a domain condition (or restriction) [2]. The follow-
ing one precisely translates the purported objection.

Asusual, let 7, X and A a PAF for I, X be given. Because it is here intended
to be a time axis, assume / is finite and totally ordered.

Preferential continuity (PC) If p € O(X), then p € dom(A), except if there
are i, j and x, y, z such that either x >” y,y ~7 zand x ij_ v,y >f Z, 0r
p p p P : : :
X~ y,y>; zandx Yy~ % but there is noi < k < j such that
XL VY=g 2

Whether or not this restriction is ultimately sound insofar as experimental
psychology is concerned, it may be of interest in and of itself, as it seems to pro-
vide us with a precise criterion of persistence of the self. If a person’s preferences
pattern — or, more technically, their adequate representation as a preferences
profile — were to violate this restriction, we would then have sufficient grounds
for claiming the person is not anymore who they used to be.

This realization, we think, may be of some relevance to the longstanding
philosophical debate on the persistence of personal identity, cf. [12]. In point of
fact, it seems a case could be made here to the effect that the very reason why
people tend to think of their moral values, and specially of their widely shared
ones, as the core of their identity [20] is because these would be precisely their
preferences which tend to change the least throughout their lives, as we may
assume people are usually under a lot of social pressure to maintain them.

For sure, this is an experimental hypothesis which we believe should be
taken seriously. But if so, then, contrary to what we have been assuming this
far, it is not so much that the true self is essentially moral, but instead that it is
in their moral values above all else that people are capable of finding enough
persistence through time for it to be reasonable for them to count those pref-
erences as pertaining to who they truly are. In particular, this reversal of the
assumption would immediately dissolve the aforementioned obvious paradox
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of people tending to personally identify the most exactly with what in fact in-
dividualizes them the least: namely, their widely shared values.

As a final observation, it should be notice that SP together with SA would
work just as well with a domain condition less restrictive than PC, — one al-
lowing the “transitional” preferences to actually occur after the “problematic”
ones. As a matter of experience, however, one cannot deny that it would be
quite implausible to assume that people always resolve their conflicting prefer-
ences in this way. Nevertheless, it could be argued they ought to do so, at least
if they’d like to be wholly who they truly are. Of course, this would immedi-
ately turn the problem of the true self into one for ethics, more than a problem
for psychology; and perhaps that is just what it ultimately is. Perhaps the ideal
biographer has been a judge in disguise all along.

6. Conclusion

The gist of the puzzle presented here is probably best encapsulated in Nietzsche
insightful (and appropriately paradoxical) aphorism, which may be seen as the
perfect rejoinder to the Delphic commandment to know yourself: “You should
become who you are” [14]. As we have argued, it seems we cannot evade this
paradox if we are to hold fast to the notion that there indeed is somebody who
we truly are, in the face of the possibility of us changing over time in apparently
incoherent ways. At any rate, we claim the problem presented and discussed in
this paper is one that deserves serious attention, and specially in this day and
age in which questions regarding the concept of personal identity have been
turning into prominent talking points in political agendas all over the world.
Whatever relevance our result may have for that debate, we believe this
work to be of interest, if not for anything else, at least for its use of the tech-
niques of social choice theory, and of aggregation theory more broadly con-
ceived, to deal with a philosophical problem for which they weren’t originally
designed. We suspect this may open up the doors to a wealth of unexpected
applications both to new philosophical problems as well as to old ones. In par-
ticular, we believe that in substituting the problem of finding an adequate ag-
gregation procedure for the problem of the proper account of the true self we
have shown by way of example how those techniques may be invaluable tools
for doing formal ontology. In this regard, it ought to be noted that, specially with
the advancement of Al technology, there is to be an ever increasing demand for
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mathematical treatments of the self and the issues surrounding it, and aggrega-
tion theory may well turn out to be a vast, if yet still largely unexplored, avenue
to supply the demand.

In any event, as is fitting of a posthumous tribute to a great educator, we
humbly hope our paper serves at least its purpose of making the reader of ana-
lytic philosophy gently acquainted with a whole subject with which he, or she,
might never have met otherwise: and this, sure enough, is most according to
what professor Andrea Loparic truly valued.
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